Building a Green Economy

Paul Krugman

April 5, 2010

If you listen to climate scientists — and despite the relentless campaign to discredit their work, you should — it is long past time to do something about emissions of carbon dioxide and other greenhouse gases. If we continue with business as usual, they say, we are facing a rise in global temperatures that will be little short of apocalyptic. And to avoid that apocalypse, we have to wean our economy from the use of fossil fuels, coal above all.

But is it possible to make drastic cuts in greenhouse-gas emissions without destroying our economy?

Like the debate over climate change itself, the debate over climate economics looks very different from the inside than it often does in popular media. The casual reader might have the impression that there are real doubts about whether emissions can be reduced without inflicting severe damage on the economy. In fact, once you filter out the noise generated by special-interest groups, you discover that there is widespread agreement among environmental economists that a market-based program to deal with the threat of climate change — one that limits carbon emissions by putting a price on them — can achieve large results at modest, though not trivial, cost. There is, however, much less agreement on how fast we should move, whether major conservation efforts should start almost immediately or be gradually increased over the course of many decades.

In what follows, I will offer a brief survey of the economics of climate change or, more precisely, the economics of lessening climate change. I’ll try to lay out the areas of broad agreement as well as those that remain in major dispute. First, though, a primer in the basic economics of environmental protection.

Environmental Econ 101

If there’s a single central insight in economics, it’s this: There are mutual gains from transactions between consenting adults. If the going price of widgets is $10 and I buy a widget, it must be because that widget is worth more than $10 to me. If you sell a widget at that price, it must be because it costs you less than $10 to make it. So buying and selling in the widget market works to the benefit of both buyers and sellers. More than that, some careful analysis shows that if there is effective competition in the widget market, so that the price ends up matching the number of widgets people want to buy to the number of widgets other people want to sell, the outcome is to maximize the total gains to producers and consumers. Free markets are “efficient” — which, in economics-speak as opposed to plain English, means that nobody can be made better off without making someone else worse off.

Now, efficiency isn’t everything. In particular, there is no reason to assume that free markets will deliver an outcome that we consider fair or just. So the case for market efficiency says nothing about whether we should have, say, some form of guaranteed health insurance, aid to the poor and so forth. But the logic of basic economics says that we should try to achieve social goals through “aftermarket” interventions. That is, we should let markets do their job, making efficient use of the nation’s resources, then utilize taxes and transfers to help those whom the market passes by.

But what if a deal between consenting adults imposes costs on people who are not part of the exchange? What if you manufacture a widget and I buy it, to our mutual benefit, but the process of producing that widget involves dumping toxic sludge into other people’s drinking...
water? When there are “negative externalities” — costs that economic actors impose on others without paying a price for their actions — any presumption that the market economy, left to its own devices, will do the right thing goes out the window. So what should we do? Environmental economics is all about answering that question.

One way to deal with negative externalities is to make rules that prohibit or at least limit behavior that imposes especially high costs on others. That’s what we did in the first major wave of environmental legislation in the early 1970s: cars were required to meet emission standards for the chemicals that cause smog, factories were required to limit the volume of effluent they dumped into waterways and so on. And this approach yielded results; America’s air and water became a lot cleaner in the decades that followed.

But while the direct regulation of activities that cause pollution makes sense in some cases, it is seriously defective in others, because it does not offer any scope for flexibility and creativity. Consider the biggest environmental issue of the 1980s — acid rain. Emissions of sulfur dioxide from power plants, it turned out, tend to combine with water downwind and produce flora- and wildlife-destroying sulfuric acid. In 1977, the government made its first stab at confronting the issue, recommending that all new coal-fired plants have scrubbers to remove sulfur dioxide from their emissions. Imposing a tough standard on all plants was problematic, because retrofitting some older plants would have been extremely expensive. By regulating only new plants, however, the government passed up the opportunity to achieve fairly cheap pollution control at plants that were, in fact, easy to retrofit. Short of a de facto federal takeover of the power industry, with federal officials issuing specific instructions to each plant, how was this conundrum to be resolved?


Somewhat surprisingly, given his current status as a godfather of economically sophisticated environmentalism, Pigou didn’t actually stress the problem of pollution. Rather than focusing on, say, London’s famous fog (actually acrid smog, caused by millions of coal fires), he opened his discussion with an example that must have seemed twee even in 1920, a hypothetical case in which “the game-preserving activities of one occupier involve the overrunning of a neighboring occupier’s land by rabbits.” But never mind. What Pigou enunciated was a principle: economic activities that impose unrequited costs on other people should not always be banned, but they should be discouraged. And the right way to curb an activity, in most cases, is to put a price on it. So Pigou proposed that people who generate negative externalities should have to pay a fee reflecting the costs they impose on others — what has come to be known as a Pigovian tax. The simplest version of a Pigovian tax is an effluent fee: anyone who dumps pollutants into a river, or emits them into the air, must pay a sum proportional to the amount dumped.

Pigou’s analysis lay mostly fallow for almost half a century, as economists spent their time grappling with issues that seemed more pressing, like the Great Depression. But with the rise of environmental regulation, economists dusted off Pigou and began pressing for a “market-based” approach that gives the private sector an incentive, via prices, to limit pollution, as opposed to a “command and control” fix that issues specific instructions in the form of regulations.

The initial reaction by many environmental activists to this idea was hostile, largely on moral grounds. Pollution, they felt, should be treated like a crime rather than something you have the right to do as long as you pay enough money. Moral concerns aside, there was also considerable skepticism about whether market incentives would actually be successful in reducing pollution. Even today, Pigovian taxes as originally envisaged are relatively rare. The most successful example I’ve been able to find is a Dutch tax on discharges of water containing organic materials.

What has caught on instead is a variant that most economists consider more or less equivalent: a system of tradable emissions permits, a k a cap and trade. In this model, a limited number of licenses to emit a specified pollutant, like sulfur dioxide, are issued. A business that wants to create more pollution than it is licensed for can go out and buy additional licenses from other parties; a firm that has more licenses than it intends to use can sell its surplus. This gives everyone an incentive to reduce pollution, because buyers would not have to acquire as many licenses if they can cut back on their emissions, and sellers can unload more licenses if they do the same. In fact, economically, a cap-and-trade system produces the same incentives to reduce pollution as a Pigovian tax, with the price of licenses effectively serving as a tax.
on pollution.

In practice there are a couple of important differences between cap and trade and a pollution tax. One is that the two systems produce different types of uncertainty. If the government imposes a pollution tax, polluters know what price they will have to pay, but the government does not know how much pollution they will generate. If the government imposes a cap, it knows the amount of pollution, but polluters do not know what the price of emissions will be. Another important difference has to do with government revenue. A pollution tax is, well, a tax, which imposes costs on the private sector while generating revenue for the government. Cap and trade is a bit more complicated. If the government simply auctions off licenses and collects the revenue, then it is just like a tax. Cap and trade, however, often involves handing out licenses to existing players, so the potential revenue goes to industry instead of the government.

Politically speaking, doling out licenses to industry isn’t entirely bad, because it offers a way to partly compensate some of the groups whose interests would suffer if a serious climate-change policy were adopted. This can make passing legislation more feasible.

These political considerations probably explain why the solution to the acid-rain predicament took the form of cap and trade and why licenses to pollute were distributed free to power companies. It’s also worth noting that the Waxman-Markey bill, a cap-and-trade setup for greenhouse gases that starts by giving out many licenses to industry but puts up a growing number for auction in later years, was actually passed by the House of Representatives last year; it’s hard to imagine a broad-based emissions tax doing the same for many years.

That’s not to say that emission taxes are a complete nonstarter. Some senators have recently floated a proposal for a sort of hybrid solution, with cap and trade for some parts of the economy and carbon taxes for others — mainly oil and gas. The political logic seems to be that the oil industry thinks consumers won’t blame it for higher gas prices if those prices reflect an explicit tax.

In any case, experience suggests that market-based emission controls work. Our recent history with acid rain shows as much. The Clean Air Act of 1990 introduced a cap-and-trade system in which power plants could buy and sell the right to emit sulfur dioxide, leaving it up to individual companies to manage their own business within the new limits. Sure enough, over time sulfur-dioxide emissions from power plants were cut almost in half, at a much lower cost than even optimists expected; electricity prices fell instead of rising. Acid rain did not disappear as a problem, but it was significantly mitigated. The results, it would seem, demonstrated that we can deal with environmental problems when we have to.

So there we have it, right? The emission of carbon dioxide and other greenhouse gases is a classic negative externality — the “biggest market failure the world has ever seen,” in the words of Nicholas Stern, the author of a report on the subject for the British government. Textbook economics and real-world experience tell us that we should have policies to discourage activities that generate negative externalities and that it is generally best to rely on a market-based approach.

Climate of Doubt?

This is an article on climate economics, not climate science. But before we get to the economics, it’s worth establishing three things about the state of the scientific debate.

The first is that the planet is indeed warming. Weather fluctuates, and as a consequence it’s easy enough to point to an unusually warm year in the recent past, note that it’s cooler now and claim, “See, the planet is getting cooler, not warmer!” But if you look at the evidence the right way — taking averages over periods long enough to smooth out the fluctuations — the upward trend is unmistakable: each successive decade since the 1970s has been warmer than the one before.

Second, climate models predicted this well in advance, even getting the magnitude of the temperature rise roughly right. While it’s relatively easy to cook up an analysis that matches known data, it is much harder to create a model that accurately forecasts the future. So the fact that climate modelers more than 20 years ago successfully predicted the subsequent global warming gives them enormous credibility.

Yet that’s not the conclusion you might draw from the many media reports that have focused on matters like hacked e-mail and climate scientists’ talking about a “trick” to “hide” an anomalous decline in one data series or expressing their wish to see papers by climate
skeptics kept out of research reviews. The truth, however, is that the supposed scandals evaporate on closer examination, revealing only that climate researchers are human beings, too. Yes, scientists try to make their results stand out, but no data were suppressed. Yes, scientists dislike it when work that they think deliberately obfuscates the issues gets published. What else is new? Nothing suggests that there should not continue to be strong support for climate research.

And this brings me to my third point: models based on this research indicate that if we continue adding greenhouse gases to the atmosphere as we have, we will eventually face drastic changes in the climate. Let’s be clear. We’re not talking about a few more hot days in the summer and a bit less snow in the winter; we’re talking about massively disruptive events, like the transformation of the Southwestern United States into a permanent dust bowl over the next few decades.

Now, despite the high credibility of climate modelers, there is still tremendous uncertainty in their long-term forecasts. But as we will see shortly, uncertainty makes the case for action stronger, not weaker. So climate change demands action. Is a cap-and-trade program along the lines of the model used to reduce sulfur dioxide the right way to go?

Serious opposition to cap and trade generally comes in two forms: an argument that more direct action — in particular, a ban on coal-fired power plants — would be more effective and an argument that an emissions tax would be better than emissions trading. (Let’s leave aside those who dismiss climate science altogether and oppose any limits on greenhouse-gas emissions, as well as those who oppose the use of any kind of market-based remedy.) There’s something to each of these positions, just not as much as their proponents think.

When it comes to direct action, you can make the case that economists love markets not wisely but too well, that they are too ready to assume that changing people’s financial incentives fixes every problem. In particular, you can’t put a price on something unless you can measure it accurately, and that can be both difficult and expensive. So sometimes it’s better simply to lay down some basic rules about what people can and cannot do.

Consider auto emissions, for example. Could we or should we charge each car owner a fee proportional to the emissions from his or her tailpipe? Surely not. You would have to install expensive monitoring equipment on every car, and you would also have to worry about fraud. It’s almost certainly better to do what we actually do, which is impose emissions standards on all cars.

Is there a comparable argument to be made for greenhouse-gas emissions? My initial reaction, which I suspect most economists would share, is that the very scale and complexity of the situation requires a market-based solution, whether cap and trade or an emissions tax. After all, greenhouse gases are a direct or indirect byproduct of almost everything produced in a modern economy, from the houses we live in to the cars we drive. Reducing emissions of those gases will require getting people to change their behavior in many different ways, some of them impossible to identify until we have a much better grasp of green technology. So can we really make meaningful progress by telling people specifically what will or will not be permitted? Econ 101 tells us — probably correctly — that the only way to get people to change their behavior appropriately is to put a price on emissions so this cost in turn gets incorporated into everything else in a way that reflects ultimate environmental impacts.

When shoppers go to the grocery store, for example, they will find that fruits and vegetables from farther away have higher prices than local produce, reflecting in part the cost of emission licenses or taxes paid to ship that produce. When businesses decide how much to spend on insulation, they will take into account the costs of heating and air-conditioning that include the price of emissions licenses or taxes for electricity generation. When electric utilities have to choose among energy sources, they will have to take into account the higher license fees or taxes associated with fossil-fuel consumption. And so on down the line. A market-based system would create decentralized incentives to do the right thing, and that’s the only way it can be done.

That said, some specific rules may be required. James Hansen, the renowned climate scientist who deserves much of the credit for making global warming an issue in the first place, has argued forcefully that most of the climate-change problem comes down to just one thing, burning coal, and that whatever else we do, we have to shut down coal burning over the next couple decades. My economist’s reaction is that a stiff license fee would strongly discourage coal use anyway. But a market-based system might turn out to have loopholes — and their consequences could be dire. So I would advocate supplementing market-based disincentives with direct controls on coal burning.

What about the case for an emissions tax rather than cap and trade? There’s no question that a straightforward tax would have many advantages over legislation like Waxman-Markey, which is full of exceptions and special situations. But that’s not really a useful comparison: of course an idealized emissions tax looks better than a cap-and-trade system that has already passed the House with all its attendant compromises. The question is whether the emissions tax that could actually be put in place is better than cap and trade. There is no reason to believe that it would be — indeed, there is no reason to believe that a broad-based emissions tax would make it through Congress.
To be fair, Hansen has made an interesting moral argument against cap and trade, one that’s much more sophisticated than the old view that it’s wrong to let polluters buy the right to pollute. What Hansen draws attention to is the fact that in a cap-and-trade world, acts of individual virtue do not contribute to social goals. If you choose to drive a hybrid car or buy a house with a small carbon footprint, all you are doing is freeing up emissions permits for someone else, which means that you have done nothing to reduce the threat of climate change. He has a point. But altruism cannot effectively deal with climate change. Any serious solution must rely mainly on creating a system that gives everyone a self-interested reason to produce fewer emissions. It’s a shame, but climate altruism must take a back seat to the task of getting such a system in place.

The bottom line, then, is that while climate change may be a vastly bigger problem than acid rain, the logic of how to respond to it is much the same. What we need are market incentives for reducing greenhouse-gas emissions — along with some direct controls over coal use — and cap and trade is a reasonable way to create those incentives.

But can we afford to do that? Equally important, can we afford not to?

The Cost of Action

Just as there is a rough consensus among climate modelers about the likely trajectory of temperatures if we do not act to cut the emissions of greenhouse gases, there is a rough consensus among economic modelers about the costs of action. That general opinion may be summed up as follows: Restricting emissions would slow economic growth — but not by much. The Congressional Budget Office, relying on a survey of models, has concluded that Waxman-Markey “would reduce the projected average annual rate of growth of gross domestic product between 2010 and 2050 by 0.03 to 0.09 percentage points.” That is, it would trim average annual growth to 2.31 percent, at worst, from 2.4 percent. Over all, the Budget Office concludes, strong climate-change policy would leave the American economy between 1.1 percent and 3.4 percent smaller in 2050 than it would be otherwise.

And what about the world economy? In general, modelers tend to find that climate-change policies would lower global output by a somewhat smaller percentage than the comparable figures for the United States. The main reason is that emerging economies like China currently use energy fairly inefficiently, partly as a result of national policies that have kept the prices of fossil fuels very low, and could thus achieve large energy savings at a modest cost. One recent review of the available estimates put the costs of a very strong climate policy — substantially more aggressive than contemplated in current legislative proposals — at between 1 and 3 percent of gross world product.

Such figures typically come from a model that combines all sorts of engineering and marketplace estimates. These will include, for instance, engineers’ best calculations of how much it costs to generate electricity in various ways, from coal, gas and nuclear and solar power at given resource prices. Then estimates will be made, based on historical experience, of how much consumers would cut back their electricity consumption if its price rises. The same process is followed for other kinds of energy, like motor fuel. And the model assumes that everyone makes the best choice given the economic environment — that power generators choose the least expensive means of producing electricity, while consumers conserve energy as long as the money saved by buying less electricity exceeds the cost of using less power in the form either of other spending or loss of convenience. After all this analysis, it’s possible to predict how producers and consumers of energy will react to policies that put a price on emissions and how much those reactions will end up costing the economy as a whole.

There are, of course, a number of ways this kind of modeling could be wrong. Many of the underlying estimates are necessarily somewhat speculative; nobody really knows, for instance, what solar power will cost once it finally becomes a large-scale proposition. There is also reason to doubt the assumption that people actually make the right choices: many studies have found that consumers fail to take measures to conserve energy, like improving insulation, even when they could save money by doing so.

But while it’s unlikely that these models get everything right, it’s a good bet that they overstate rather than underestimate the economic costs of climate-change action. That is what the experience from the cap-and-trade program for acid rain suggests: costs came in well below initial predictions. And in general, what the models do not and cannot take into account is creativity; surely, faced with an economy in which there are big monetary payoffs for reducing greenhouse-gas emissions,
the private sector will come up with ways to limit emissions that are not yet in any model.

What you hear from conservative opponents of a climate-change policy, however, is that any attempt to limit emissions would be economically devastating. The Heritage Foundation, for one, responded to Budget Office estimates on Waxman-Markey with a broadside titled, “C.B.O. Grossly Underestimates Costs of Cap and Trade.” The real effects, the foundation said, would be ruinous for families and job creation.

This reaction — this extreme pessimism about the economy’s ability to live with cap and trade — is very much at odds with typical conservative rhetoric. After all, modern conservatives express a deep, almost mystical confidence in the effectiveness of market incentives — Ronald Reagan liked to talk about the “magic of the marketplace.” They believe that the capitalist system can deal with all kinds of limitations, that technology, say, can easily overcome any constraints on growth posed by limited reserves of oil or other natural resources. And yet now they submit that this same private sector is utterly incapable of coping with a limit on overall emissions, even though such a cap would, from the private sector’s point of view, operate very much like a limited supply of a resource, like land. Why don’t they believe that the dynamism of capitalism will spur it to find ways to make do in a world of reduced carbon emissions? Why do they think the marketplace loses its magic as soon as market incentives are invoked in favor of conservation?

Clearly, conservatives abandon all faith in the ability of markets to cope with climate-change policy because they don’t want government intervention. Their stated pessimism about the cost of climate policy is essentially a political ploy rather than a reasoned economic judgment. The giveaway is the strong tendency of conservative opponents of cap and trade to argue in bad faith. That Heritage Foundation broadside accuses the Congressional Budget Office of making elementary logical errors, but if you actually read the office’s report, it’s clear that the foundation is willfully misreading it. Conservative politicians have been even more shameless. The National Republican Congressional Committee, for example, issued multiple press releases specifically citing a study from M.I.T. as the basis for a claim that cap and trade would cost $3,100 per household, despite repeated attempts by the study’s authors to get out the word that the actual number was only about a quarter as much.

The truth is that there is no credible research suggesting that taking strong action on climate change is beyond the economy’s capacity. Even if you do not fully trust the models — and you shouldn’t — history and logic both suggest that the models are overestimating, not underestimating, the costs of climate action. We can afford to do something about climate change.

But that’s not the same as saying we should. Action will have costs, and these must be compared with the costs of not acting. Before I get to that, however, let me touch on an issue that will become central if we actually do get moving on climate policy: how to get the rest of the world to go along with us.

The China Syndrome

The United States is still the world’s largest economy, which makes the country one of the world’s largest sources of greenhouse gases. But it’s not the largest. China, which burns much more coal per dollar of gross domestic product than the United States does, overtook us by that measure around three years ago. Over all, the advanced countries — the rich man’s club comprising Europe, North America and Japan — account for only about half of greenhouse emissions, and that’s a fraction that will fall over time. In short, there can’t be a solution to climate change unless the rest of the world, emerging economies in particular, participates in a major way.

Inevitably those who resist tackling climate change point to the global nature of emissions as a reason not to act. Emissions limits in America won’t accomplish much, they argue, if China and others don’t match our effort. And they highlight China’s obduracy in the Copenhagen negotiations as evidence that other countries will not cooperate. Indeed, emerging economies feel that they have a right to emit freely without worrying about the consequences — that’s what today’s rich countries got to do for two centuries. It’s just not possible to get global cooperation on climate change, goes the argument, and that means there is no point in taking any action at all.

For those who think that taking action is essential, the right question is how to persuade China and other emerging nations to participate in emissions limits. Carrots, or positive inducements, are one answer. Imagine setting up cap-and-trade systems in China and the United States — but allow international trading in permits, so Chinese and American companies can trade emission rights. By setting overall caps at levels designed to ensure that China sells us a substantial number of permits, we would in effect be paying China to cut its emissions. Since the evidence suggests that the cost of cutting emissions would be lower in China than in the United States, this could be a good deal for everyone.

But what if the Chinese (or the Indians or the Brazilians, etc.) do not want to participate in such a system? Then you need sticks as well as carrots. In particular, you need carbon tariffs.

A carbon tariff would be a tax levied on imported goods proportional to the carbon emitted in the manufacture of those goods. Suppose that China refuses to reduce emissions, while the United States adopts policies
that set a price of $100 per ton of carbon emissions. If the United States were to impose such a carbon tariff, any shipment to America of Chinese goods whose production involved emitting a ton of carbon would result in a $100 tax over and above any other duties. Such tariffs, if levied by major players—probably the United States and the European Union—would give noncooperating countries a strong incentive to reconsider their positions.

To the objection that such a policy would be protectionist, a violation of the principles of free trade, one reply is, So? Keeping world markets open is important, but avoiding planetary catastrophe is a lot more important. In any case, however, you can argue that carbon tariffs are well within the rules of normal trade relations. As long as the tariff imposed on the carbon content of imports is comparable to the cost of domestic carbon licenses, the effect is to charge your own consumers a price that reflects the carbon emitted in what they buy, no matter where it is produced. That should be legal under international-trading rules. In fact, even the World Trade Organization, which is charged with policing trade policies, has published a study suggesting that carbon tariffs would pass muster.

Needless to say, the actual business of getting cooperative, worldwide action on climate change would be much more complicated and tendentious than this discussion suggests. Yet the problem is not as intractable as you often hear. If the United States and Europe decide to move on climate policy, they almost certainly would be able to cajole and chivvy the rest of the world into joining the effort. We can do this.

The Costs of Inaction

In public discussion, the climate-change skeptics have clearly been gaining ground over the past couple of years, even though the odds have been looking good lately that 2010 could be the warmest year on record. But climate modelers themselves have grown increasingly pessimistic. What were previously worst-case scenarios have become base-line projections, with a number of organizations doubling their predictions for temperature rise over the course of the 21st century. Underlying this new pessimism is increased concern about feedback effects—for example, the release of methane, a significant greenhouse gas, from seaboards and tundra as the planet warms.

At this point, the projections of climate change, assuming we continue business as usual, cluster around an estimate that average temperatures will be about 9 degrees Fahrenheit higher in 2100 than they were in 2000. That’s a lot—equivalent to the difference in average temperatures between New York and central Mississippi. Such a huge change would have to be highly disruptive. And the troubles would not stop there: temperatures would continue to rise.

Furthermore, changes in average temperature will by no means be the whole story. Precipitation patterns will change, with some regions getting much wetter and others much drier. Many modelers also predict more intense storms. Sea levels would rise, with the impact intensified by those storms: coastal flooding, already a major source of natural disasters, would become much more frequent and severe. And there might be drastic changes in the climate of some regions as ocean currents shift. It’s always worth bearing in mind that London is at the same latitude as Labrador; without the Gulf Stream, Western Europe would be barely habitable.

While there may be some benefits from a warmer climate, it seems almost certain that upheaval on this scale would make the United States, and the world as a whole, poorer than it would be otherwise. How much poorer? If ours were a preindustrial, primarily agricultural society, extreme climate change would be obviously catastrophic. But we have an advanced economy, the kind that has historically shown great ability to adapt to changed circumstances. If this sounds similar to my argument that the costs of emissions limits would be tolerable, it ought to: the same flexibility that should enable us to deal with a much higher carbon prices should also help us cope with a somewhat higher average temperature.

But there are at least two reasons to take sanguine assessments of the consequences of climate change with a grain of salt. One is that, as I have just pointed out, it’s not just a matter of having warmer weather—many of the costs of climate change are likely to result from droughts, flooding and severe storms. The other is that while modern economies may be highly adaptable, the same may not be true of ecosystems. The last time the earth experienced warming at anything like the pace we now expect was during the Paleocene-Eocene Thermal Maximum, about 55 million years ago, when temperatures rose by about 11 degrees Fahrenheit over the course of around 20,000 years (which is a much slower rate than
the current pace of warming). That increase was associated with mass extinctions, which, to put it mildly, probably would not be good for living standards.

So how can we put a price tag on the effects of global warming? The most widely quoted estimates, like those in the Dynamic Integrated Model of Climate and the Economy, known as DICE, used by Yale’s William Nordhaus and colleagues, depend upon educated guesswork to place a value on the negative effects of global warming in a number of crucial areas, especially agriculture and coastal protection, then try to make some allowance for other possible repercussions. Nordhaus has argued that a global temperature rise of 4.5 degrees Fahrenheit — which used to be the consensus projection for 2100 — would reduce gross world product by a bit less than 2 percent. But what would happen if, as a growing number of models suggest, the actual temperature rise is twice as great? Nobody really knows how to make that extrapolation. For what it’s worth, Nordhaus’s model puts losses from a rise of 9 degrees at about 5 percent of gross world product. Many critics have argued, however, that the cost might be much higher.

Despite the uncertainty, it’s tempting to make a direct comparison between the estimated losses and the estimates of what the mitigation policies will cost: climate change will lower gross world product by 5 percent, stopping it will cost 2 percent, so let’s go ahead. Unfortunately the reckoning is not that simple for at least four reasons.

First, substantial global warming is already “baked in,” as a result of past emissions and because even with a strong climate-change policy the amount of carbon dioxide in the atmosphere is most likely to continue rising for many years. Even if the nations of the world do manage to take on climate change, we will still have to pay for earlier inaction. As a result, Nordhaus’s loss estimates may overstate the gains from action.

Second, the economic costs from emissions limits would start as soon as the policy went into effect and under most proposals would become substantial within around 20 years. If we don’t act, meanwhile, the big costs would probably come late this century (although some things, like the transformation of the American Southwest into a dust bowl, might come much sooner). So how you compare those costs depends on how much you value costs in the distant future relative to costs that materialize much sooner.

Third, and cutting in the opposite direction, if we don’t take action, global warming won’t stop in 2100: temperatures, and losses, will continue to rise. So if you place a significant weight on the really, really distant future, the case for action is stronger than even the 2100 estimates suggest.

Finally and most important is the matter of uncertainty. We’re uncertain about the magnitude of climate change, which is inevitable, because we’re talking about reaching levels of carbon dioxide in the atmosphere not seen in millions of years. The recent doubling of many modelers’ predictions for 2100 is itself an illustration of the scope of that uncertainty; who knows what revisions may occur in the years ahead. Beyond that, nobody really knows how much damage would result from temperature rises of the kind now considered likely.

You might think that this uncertainty weakens the case for action, but it actually strengthens it. As Harvard’s Martin Weitzman has argued in several influential papers, if there is a significant chance of utter catastrophe, that chance — rather than what is most likely to happen — should dominate cost-benefit calculations. And utter catastrophe does look like a realistic possibility, even if it is not the most likely outcome.

Weitzman argues — and I agree — that this risk of catastrophe, rather than the details of cost-benefit calculations, makes the most powerful case for strong climate policy. Current projections of global warming in the absence of action are just too close to the kinds of numbers associated with doomsday scenarios. It would be irresponsible — it’s tempting to say criminally irresponsible — not to step back from what could all too easily turn out to be the edge of a cliff.

Still that leaves a big debate about the pace of action.

The Ramp Versus the Big Bang

Economists who analyze climate policies agree on some key issues. There is a broad consensus that we need to put a price on carbon emissions, that this price must eventually be very high but that the negative economic effects from this policy will be of manageable size. In other words, we can and should act to limit climate change. But there is a ferocious debate among knowledgeable analysts about timing, about how fast carbon prices should rise to significant levels.

On one side are some more recent entrants to the field, who work with similar models but come to
different conclusions. Most famously, Nicholas Stern, an economist at the London School of Economics, argued in 2006 for quick, aggressive action to limit emissions, which would most likely imply much higher carbon prices. This alternative position doesn’t appear to have a standard name, so let me call it the “climate-policy big bang.”

I find it easiest to make sense of the arguments by thinking of policies to reduce carbon emissions as a sort of public investment project: you pay a price now and derive benefits in the form of a less-damaged planet later. And by later, I mean much later; today’s emissions will affect the amount of carbon in the atmosphere decades, and possibly centuries, into the future. So if you want to assess whether a given investment in emissions reduction is worth making, you have to estimate the damage that an additional ton of carbon in the atmosphere will do, not just this year but for a century or more to come; and you also have to decide how much weight to place on harm that will take a very long time to materialize.

The policy-ramp advocates argue that the damage done by an additional ton of carbon in the atmosphere is fairly low at current concentrations; the cost will not get really large until there is a lot more carbon dioxide in the air, and that won’t happen until late this century. And they argue that costs that far in the future should not have a large influence on policy today. They point to market rates of return, which indicate that investors place only a small weight on the gains or losses they expect in the distant future, and argue that public policies, including climate policies, should do the same.

The big-bang advocates argue that government should take a much longer view than private investors. Stern, in particular, argues that policy makers should give the same weight to future generations’ welfare as we give to those now living. Moreover, the proponents of fast action hold that the damage from emissions may be much larger than the policy-ramp analyses suggest, either because global temperatures are more sensitive to greenhouse-gas emissions than previously thought or because the economic damage from a large rise in temperatures is much greater than the guesstimates in the climate-ramp models.

As a professional economist, I find this debate painful. There are smart, well-intentioned people on both sides — some of them, as it happens, old friends and mentors of mine — and each side has scored some major points. Unfortunately, we can’t just declare it an honorable draw, because there’s a decision to be made.

Personally, I lean toward the big-bang view. Stern’s moral argument for loving unborn generations as we love ourselves may be too strong, but there’s a compelling case to be made that public policy should take a much longer view than private markets. Even more important, the policy-ramp prescriptions seem far too much like conducting a very risky experiment with the whole planet. Nordhaus’s preferred policy, for example, would stabilize the concentration of carbon dioxide in the atmosphere at a level about twice its preindustrial average. In his model, this would have only modest effects on global welfare; but how confident can we be of that? How sure are we that this kind of change in the environment would not lead to catastrophe? Not sure enough, I’d say, particularly because, as noted above, climate modelers have sharply raised their estimates of future warming in just the last couple of years.

So what I end up with is basically Martin Weitzman’s argument: it’s the nonnegligible probability of utter disaster that should dominate our policy analysis. And that argues for aggressive moves to curb emissions, soon.

The Political Atmosphere

As I’ve mentioned, the House has already passed Waxman-Markey, a fairly strong bill aimed at reducing greenhouse-gas emissions. It’s not as strong as what the big-bang advocates propose, but it appears to move faster than the policy-ramp proposals. But the vote on Waxman-Markey, which was taken last June, revealed a starkly divided Congress. Only 8 Republicans voted in favor of it, while 44 Democrats voted against. And the odds are that it would not pass if it were brought up for a vote today.

Prospects in the Senate, where it takes 60 votes to get most legislation through, are even worse. A number of Democratic senators, representing energy-producing and agricultural states, have come out against cap and trade (modern American agriculture is strongly energy-intensive). In the past, some Republican senators have supported cap and trade. But with partisanship on the rise, most of them have been changing their tune. The most striking about-face has come from John McCain, who played a leading role in promoting cap and trade, introducing a bill broadly similar to Waxman-Markey in 2003. Today McCain lambastes the whole idea as “cap and tax,” to the dismay of former aides.

Oh, and a snowy winter on the East Coast of the U.S.
has given climate skeptics a field day, even though globally this has been one of the warmest winters on record.

So the immediate prospects for climate action do not look promising, despite an ongoing effort by three senators — John Kerry, Joseph Lieberman and Lindsey Graham — to come up with a compromise proposal. (They plan to introduce legislation later this month.) Yet the issue isn’t going away. There’s a pretty good chance that the record temperatures the world outside Washington has seen so far this year will continue, depriving climate skeptics of one of their main talking points. And in a more general sense, given the twists and turns of American politics in recent years — since 2005 the conventional wisdom has gone from permanent Republican domination to permanent Democratic domination to God knows what — there has to be a real chance that political support for action on climate change will revive.

If it does, the economic analysis will be ready. We know how to limit greenhouse-gas emissions. We have a good sense of the costs — and they’re manageable. All we need now is the political will.

©2010 The New York Times Company